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The National e-Governance Division (NeGD) is an independent business division under the Digital India Corporation,
Ministry of Electronics and Information Technology. NeGD has been playing a pivotal role in supporting MeitY in
Programme Management and implementation of e-Governance projects and initiatives undertaken by various Ministries/
Departments, both at the Central and State levels.

NeGD has been spearheading several innovative initiatives under the aegis of the Digital India Programme. Those have
been developed keeping the vision areas of Digital India at the core- providing digital infrastructure as a core utility to
every citizen, governance and services on demand and in particular, digital empowerment of the citizens of our country;
some of these initiatives include DigilLocker, UMANG, Poshan Tracker, OpenForge Platform, API Setu, National
Academic Depository, Academic Bank of Credits, Learning Management System.

It has myriad roles and responsibilities from supporting Central Line Ministries and State Government Departments on e-
Governance projects, reviewing State Action Plans, offering support in technology management, strategy formulation &
implementation of Emerging Technologies viz. Al, Blockchain, GIS etc., to facilitating digital diplomacy with focus on
Indian startups and products

NeGD has been a leader in implementation and execution of a gamut of pilot/ infrastructure/ technical/ special projects
and support components to framing core policies, project appraisals, R&D, and guiding /conducting assessments,
undertaking activities for building capacities of both Government officials and] other stakeholders, and creating mass
awareness about schemes and services under the Digital India Programme.

NeGD is currently inviting applications for the following positions purely on Contract basis initially for a period
of 03 year which is further extendable as per the requirement of the project.

S.No | Position Experience Vacancy  Budget Range

1 Full Stack Developer 4+ years 02 Maximum Up to Rs. 35 LPA per annum
(AI/ML & Web
Applications)

2 Senior Security & 7+ years 01 Maximum Up to 30 LPA per annum
Compliance Engineer

* The maximum age limit shall be 55 years on the closing date of receipt of application.

** The place of posting shall be in New Delhi but transferable to project locations of NeGD as per existing policy of
NeGD/DIC.

Screening of applications will be based on qualifications, age, and relevant experience. NeGD reserves the right to fix
higher threshold of qualifications and experience for screening and limiting the number of candidates for interview. Only
shortlisted candidates shall be invited for interviews. NeGD reserves the right to not to select any of the candidates without
assigning any reason thereof.

The details can be downloaded from the official website of DIC and NeGD, viz. www.dic.gov.in, www.negd.gov.in.

Eligible candidates may apply ONLINE:_https://ora.digitalindiacorporation.in/

Last date for submission of applications will be: 04.11.2026


http://www.negd.gov.in/
http://www.negd.gov.in/

1. Full Stack Developer (AI/ML & Web Applications)
Role Summary

The Full Stack Developer will design, build and deploy secure, scalable web applications with
integrated Al and machine learning capabilities. The role combines strong full-stack engineering
across frontend, backend, data and cloud layers with hands-on competence as an AI/ML engineer:
developing, fine-tuning, optimising and serving machine learning, deep learning and large language
models, and integrating them across commercial, cloud and self-hosted model providers.

Educational Qualification

e B.Tech./B.E., M.Tech., MCA or M.Sc. in Computer Science, Information Technology,
AI/ML, Data Science or a related discipline (Must have)

e Professional certification in machine learning, deep learning or cloud platforms is desirable
but not mandatory; demonstrated work, as listed under Minimum Evidence at Screening,
shall carry greater weight

e Candidates with strong verifiable work (production applications, published models or
significant open-source contributions) will be considered in lieu of formal qualification

Experience

e 4+ years of professional software development, including full-stack web applications (5+
years preferred); minimum 2 years developing, fine-tuning and deploying AI/ML models
and LLM applications in production

o Demonstrable end-to-end ownership of at least one production web application, covering
frontend, backend, database, deployment and monitoring

o Demonstrable experience training or fine-tuning at least one model for NLP, computer
vision or speech and deploying it for end users, with documented evaluation

o Demonstrable experience building at least one LLM application (such as a retrieval-
augmented assistant, a document-processing workflow or an agent) integrated with more
than one model provider

e Hands-on experience with Python and TypeScript in production, and with React-based
frontends

o Experience deploying containerised applications on cloud platforms through CI/CD;
experience with GPU-based inference is desirable

o Experience in government, financial services, healthcare or other regulated sectors, or with
Indian-language applications, is a plus

Key Responsibilities
Application Development

e Design and develop responsive, accessible web applications using React and Next.js with
TypeScript

o Develop backend services and APIs in Python (FastAPI) and Node.js, with clear contracts
(OpenAPI or GraphQL) and versioning

e Design data models and optimise queries across relational and NoSQL databases, and
implement caching and background job processing

o Translate functional requirements into well-structured, maintainable and production-ready
code

AI/ML Model Development



e Develop, train and fine-tune machine learning and deep learning models for use cases such
as text classification and summarisation, entity extraction, OCR and document
understanding, image matching and object detection, and speech recognition

e Fine-tune open-weight LLMs and embedding models on domain data (LoRA or QLoRA),
and distil larger models into smaller, cost-efficient models for production

o Implement data preprocessing, feature engineering and data augmentation pipelines; run
tracked experiments to improve accuracy and latency; and perform error analysis to improve
model stability

e Optimise models for inference through quantisation, pruning, distillation and export to
ONNX or TensorRT, and benchmark latency and throughput on CPU and GPU

e Serve models in production with batching, autoscaling and GPU utilisation monitoring

LLM Integration Across Providers

e Integrate LLMs in a provider-agnostic manner across commercial APIs, cloud Al platforms,
Indian-language providers and self-hosted open-weight models, through an abstraction or
gateway layer, so that models can be switched, compared or combined without application
changes

e Implement model routing, caching, rate limiting and fallbacks across providers, and track
quality, cost and latency for each provider

e Build LLM-powered features, including streaming conversational interfaces, retrieval-
augmented generation with source citations, structured extraction, summarisation and tool-
calling agents using the Model Context Protocol (MCP)

e Implement retrieval pipelines covering document ingestion and parsing, chunking,
embeddings, hybrid vector search and re-ranking

Evaluation & Model Lifecycle

o Evaluate models with task-appropriate metrics (such as F1, AUC, BLEU, ROUGE, WER,
CER and mAP), and evaluate LLM features with golden datasets and LLM-based
evaluation calibrated against human labels

e Compare models and providers on accuracy, cost and latency before adoption, and run
evaluation suites in CI as release gates

e Version, register and monitor models with the data science and MLOps teams, and build
feedback loops that capture user corrections for retraining

Security, Privacy & Responsible Al

e Implement authentication and authorisation (OAuth 2.0, OpenID Connect and role-based
access control), and secure handling of APIs, secrets and personal data

e Apply OWASP Top 10 and OWASP Top 10 for LLM Applications controls, including
defences against prompt injection and data leakage

o Ensure model outputs comply with Responsible Al guardrails and applicable data protection
law, including for data sent to external model providers, and design human review for
consequential Al outputs

Quality, Deployment & Operations

e Practise test-driven development with unit, integration and end-to-end tests, and maintain
adequate coverage

o Containerise applications and models, and manage deployments through CI/CD pipelines
on Kubernetes or serverless platforms, using infrastructure as code



o Instrument applications with logging, metrics and tracing, including LLM traces, token
usage, cost and GPU utilisation, and participate in incident resolution

e Ensure accessibility compliance (WCAG 2.2 and GIGW) and support for Indian languages
in user interfaces

Collaboration & Mentoring

o Participate in Agile delivery, code reviews and architecture discussions, and support
integration of Al components into existing applications
e Mentor junior developers, and document designs, models, APIs and operational runbooks

Technical Competencies

e Frontend: TypeScript, React, Next.js (App Router and server components), Tailwind CSS,
component libraries (shadcn/ui or equivalent), TanStack Query; accessibility and
internationalisation

o Backend: Python (FastAPI, Pydantic, asyncio) and Node.js (NestJS, Fastify or Express);
REST with OpenAPI, GraphQL; WebSockets and server-sent events for streaming;
background jobs (Celery or BullMQ)

o Databases & Caching: PostgreSQL (with pgvector), MongoDB, Redis; ORMs
(SQLAIchemy, Prisma or Drizzle); schema migrations and query optimisation

e AI/ML Frameworks: Python (expert level), PyTorch, TensorFlow or Keras, Hugging Face
Transformers, PEFT and TRL, scikit-learn and XGBoost; OpenCV and spaCy; pandas and
NumPy

e Model Optimisation & Serving: quantisation (GPTQ, AWQ or bitsandbytes), pruning and
distillation; ONNX Runtime and TensorRT; vLLM, SGLang, NVIDIA Triton Inference
Server or TorchServe; GPU inference and working knowledge of CUDA; distributed
training (PyTorch FSDP or DeepSpeed) desirable

e Vision, Document, Speech & Indic Al: object detection and image-matching models;
vision-language OCR and document parsing (Docling or equivalent); speech recognition
(IndicConformer, Whisper); Indic NLP and translation (Al4Bharat models, IndicTrans2,
Bhashini)

e LLM Providers & Platforms: OpenAl, Anthropic, Google Gemini, Azure Al Foundry, AWS
Bedrock, Google Vertex Al and Sarvam; self-hosted open-weight models (Llama, Qwen,
Mistral or Gemma) via vLLM or Ollama; provider gateways (LiteLLM or equivalent) and
OpenAl-compatible APIs

e Al Application Frameworks: LangGraph, Llamalndex or equivalent multi-provider
frameworks; structured outputs, tool calling and the Model Context Protocol (MCP)

e Retrieval & Vector Search: embeddings, chunking strategies, hybrid search and re-ranking;
vector databases (pgvector, Qdrant, Milvus or Weaviate)

e Evaluation & MLOps: F1, AUC, BLEU, ROUGE, WER, CER and mAP; promptfoo,
DeepEval or RAGAS; MLflow or Weights & Biases, DVC and model registries; Langfuse
or Arize Phoenix for LLM tracing

e Security: OAuth 2.0, OpenlD Connect, JWT, Keycloak or equivalent identity providers;
OWASP Top 10 and OWASP Top 10 for LLM Applications; secrets management;
guardrails for LLM inputs and outputs

o Testing, DevOps & Cloud: pytest, Vitest or Jest, Playwright; Git, GitHub Actions or GitLab
CI, Docker, Kubernetes and Helm, Terraform; AWS, Azure or GCP including GPU
instances; OpenTelemetry, Prometheus and Grafana

o Data Pipelines (desirable): Airflow or Dagster; Kafka or other message queues



Senior Security & Compliance Engineer

Designation: Security & Compliance Engineer

Educational Qualification

One of the following (Must have):

B.Tech./B.E. in Computer Science, Information Technology, Cybersecurity, or related engineering
discipline, OR
M.Tech./M.S. in Information Security, Cybersecurity, Applied Cryptography, or related field

At least one of the following certifications required at deployment (Must have):

CISSP, CISM, CEH, OSCP, GWAPT, CSSLP, or CompTIA Security+

ISO 27001 Lead Auditor and privacy certifications (DCPP, DPO training) additionally desirable.

Experience

7+ years in application security, security testing, or security compliance for enterprise or
government platforms, with hands-on secure development guidance experience

Demonstrated experience conducting or coordinating VAPT (vulnerability assessment and
penetration testing), STQC certification, or equivalent third-party security audits

Demonstrated experience defining secure coding standards, conducting secure design reviews, and
providing security guidance to engineering teams

Prior experience with government security frameworks — MeitY Security Policy, CERT-In
guidelines, ISO 27001 — required

Familiarity with DPDPA 2023 and data-protection compliance operationalisation required

Prior exposure to Al-specific security concerns (prompt injection, data poisoning, model extraction,
adversarial inputs) desirable

Key Responsibilities

Application Security Engineering & Secure Development

1.

Own the application security engineering practice for the Al capability programme — define secure
coding standards, threat modelling methodology, secure design review process, and security
acceptance criteria for pod services

Conduct threat modelling and secure design reviews for each pod's services and their integration
surfaces (STRIDE, LINDDUN, or equivalent); document threats, mitigations, and residual risks
Provide hands-on secure development guidance to pod engineers and Full-Stack Engineers on
authentication and session design, authorisation patterns, input validation, output encoding, secure
API design, secrets handling, and DPDPA-compliant consent and data-minimisation patterns
Define encryption standards (AES-256 at rest, TLS 1.3 in transit, key management), tokenisation
approaches, and secure data-handling patterns for classified, internal, and public workloads per the
Government of India Data Classification Policy

Review and approve authentication and authorisation designs, particularly for high-risk pods (Pod
4 identity verification, Pod 6 fraud detection) and Aadhaar-adjacent flows where applicable
Advise on Al-specific security concerns — prompt injection defence, data poisoning risk, model
extraction, adversarial input handling, output filtering, RAG source integrity — in coordination with
the Al Safety Researcher and Product Managers



Security Testing

7. Design and execute the application security testing programme — SAST, DAST, SCA, secrets
scanning, dependency vulnerability management — integrated into the CI/CD pipelines maintained
by DevOps/SRE

8. Coordinate VAPT engagements for each pod's services prior to production deployment, including
scoping, vendor coordination, and remediation tracking

9. Coordinate STQC or equivalent third-party security certification for citizen-facing services as
required per ministry deployment

10. Conduct manual security review, code audit, and configuration review for high-risk services and
Aadhaar-adjacent flows

11. Perform periodic security assessments of live services — access review, configuration drift, exposed
secrets, dependency currency — and drive remediation

Compliance & Audit

12. Own compliance evidence and audit artefacts across the programme — control mapping, evidence
collection, gap analysis, and remediation tracking for ISO 27001, MeitY Security Policy and
Guidelines, and CERT-In directions per LoE Sections 10.2, 12, and 13

13. Operationalise DPDPA 2023 compliance across all pods — consent architecture review, data
principal rights fulfilment procedures, retention and deletion procedures, cross-border transfer
controls, and data-processor obligations

14. Own the Responsible Al compliance artefacts required by LoE Section 12.3 and 13.6 — model
cards, dataset sheets, and bias/hallucination/safety evaluation report structures — in coordination
with pod leads (technical safety evaluation content is authored by the Al Safety Researcher; this role
owns the compliance framing, publication cadence, and audit readiness)

15. Manage the security-incident reporting process per LoE Section 10.4 — 24-hour breach reporting
to NeGD/Government Entity, root-cause analysis, and 7-working-day corrective action report
submission

16. Maintain the risk register for security and compliance risks; feed into the programme risk register
owned by Product Managers

17. Prepare and support internal and external audits — evidence packages, control walkthroughs,
auditor coordination

Cross-cutting

18. Partner with DevSecOps/SRE Lead on the boundary between application security (this role) and
infrastructure security (DevSecOps/SRE) — network policies, WAF rule design, secrets
management standards, and audit-log architecture

19. Advise the Product Managers and the Al/Solution Architect on security and compliance trade-offs
in product and architectural decisions

20. Contribute reusable security patterns, secure design templates, threat model libraries, and
compliance runbooks to AIKosh and OpenForge for reuse across ministries

Technical Competencies

1. Application Security Engineering: Secure SDLC, threat modelling (STRIDE, LINDDUN,
PASTA), secure design review, secure coding standards (OWASP ASVS), attack surface analysis

2. Vulnerability Assessment & Penetration Testing: Manual and automated VAPT for web
applications, APIs, and microservices; familiarity with OWASP Testing Guide; hands-on with Burp
Suite, OWASP ZAP, Metasploit, or equivalent

3. Application Security Testing Tooling: SAST (SonarQube, Semgrep, Checkmarx), DAST
(OWASP ZAP, Burp), SCA (Snyk, Dependency-Track, Trivy), secrets scanning (Gitleaks,
TruffleHog), container scanning

4. Cryptography & Key Management: AES-256, TLS 1.3, PKI, HSM basics, secrets management
(HashiCorp Vault, Infisical), certificate lifecycle



10.

11.
12.

Identity & Access: OAuth 2.0, OpenID Connect, SAML, RBAC/ABAC design; familiarity with
Aadhaar authentication patterns, DigiLocker, e-Sign, and India Stack security models

Al-Specific Security: Prompt injection defence, RAG source-integrity controls, PII redaction in
conversation logs, adversarial input handling, model extraction risk, awareness of MITRE ATLAS
Compliance Frameworks: ISO 27001, MeitY Security Policy and Guidelines, CERT-In directions
(including the 6-hour reporting rule and log-retention requirements), STQC framework, NIST CSF
familiarity

Data Protection: DPDPA 2023 (operational implementation of consent, data principal rights,
retention, cross-border transfer, notification obligations), GDPR familiarity, Government of India
Data Classification Policy

Responsible AI Compliance: MeitY Responsible Al Guidelines, model cards, dataset sheets,
system cards, bias/hallucination/safety report structures

Audit & Evidence Management: Control mapping, evidence collection workflows, GRC tooling
familiarity (Archer, ServiceNow GRC, or open-source equivalents)

Scripting: Python or Bash for security automation, evidence collection, and integration into CI/CD
Communication: Ability to translate security and compliance requirements into engineering
guidance; ability to present risk and compliance posture to executive leadership, auditors, and
ministry stakeholders.



General Conditions applicable to all applicants covered under this advertisement

Those candidates, who are already in regular or contractual employment under Central / State
Government, Public Sector Undertakings or Autonomous Bodies, are expected to apply
through proper channel or attach a ‘No Objection Certificate’ from the employer concerned
with the application OR produce No Objection Certificate at the time of interview.

NeGD reserves the right to fill all or some or none of the positions advertised without
assigning any reason as it deems fit.

The positions are purely temporary in nature for the project of NeGD/DIC and the appointees
shall not derive any right or claim for permanent appointment at NeGD/DIC or on any
vacancies existing or that shall be advertised for recruitment by NeGD in future.

NeGD reserves the right to terminate the appointments of all positions with a notice of one
month or without any notice by paying one month’s salary in lieu of the notice period.

The designation of the selected candidates shall be mapped as per the existing designation
policy of NeGD.

The prescribed eligibility criteria may be relaxed for candidates possessing exceptional
qualifications, experience, or suitability for the position, subject to the approval of the
Competent Authority.

In case of a query, the following officer may be contacted:

HR Team
National e Governance Division, 4th Floor, Electronics Niketan,6-
CGO, Complex Lodhi Road, New Delhi — 110003
Email: Negdhr@digitalindia.gov.in
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